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GaussianFusion Al:Urban 3D Reconstruction and
Label-Efficient Segmentation with Gaussian-Based
Splatting
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Abstract—This paper presents GaussianFusion_AI, a modular
pipeline that integrates UAV RGB, thermal, and LiDAR data for
three-dimensional urban reconstruction, latent-space segmenta-
tion, and continuous rendering via Gaussian-based splatting. In
order to achieve dense multimodal point clouds and continuous
views, the architecture combines multi-view photogrammetry,
consistent multisensor registration, Gaussian-weighted radio-
metric interpolation, and self-supervised latent encoding with
anisotropic Gaussian-based splatting as its continuous rendering
and representation primitive. The pipeline is evaluated on urban
datasets from the city of Rio de Janeiro (Outeiro da Gloria
and Quinta da Boa Vista park) and on the public USGS
Darby benchmark. Quantitative results indicate stable label-
efficient segmentations and average geometric errors of less
than 0.6 m, assessed using silhouette coefficients, Davies-Bouldin
index, and visual diagnostics. The proposed method, compared
to a PointBERT baseline, produces coherent latent manifolds,
demonstrates better compatibility with density-based clustering,
and achieves competitive execution time. Furthermore, the Gaus-
sian representations obtained showed preservation of spatial,
spectral, and thermal gradients. This allows for differentiation
in interpreting urban structures and suggests the operational
viability of 3D multimodal analysis in dense urban environments.

Index Terms—3D Reconstruction; Unmanned Aerial Vehicles
(UAV); Machine Learning; Multimodal Data Integration.

I. INTRODUCTION

HREE-dimensional urban modeling from aerial platforms

has progressed notably with the consolidation of pho-
togrammetry and LiDAR sensing. Techniques such as Multi-
view Structure-from-Motion (SfM) and Multi-View Stereo
(MVS) generate dense RGB point clouds [1f], while LiDAR
contributes precise altimetric measurements [2]]. Recent studies
have explored multimodal fusion for both geometric and
scene-level analysis [3], [4]; however, many pipelines remain
supervised and rely heavily on costly labeled datasets. Thermal
imaging has proven useful for inspection and urban diagnostics
[S], and recent work has further highlighted the value of
RGB-thermal-LiDAR integration for 3D scene understanding
under challenging illumination conditions [6]]. In parallel,
self-supervised point-cloud learning has advanced through
masked autoencoding and multimodal pretraining, offering
label-efficient alternatives with improved representation ro-
bustness [[7]], [8]].
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Parallel to these developments, UAV-based reconstruction
has continued to expand in urban scenarios [9]. However,
most existing approaches remain task-specific, supervised, or
disconnected from continuous multimodal 3D representations.
This gap motivates label-efficient pipelines capable of handling
heterogeneous data at scale.

More recently, Gaussian-based splatting has emerged as
an efficient primitive for real-time rendering of dense point
sets with compact parameters [10]. Building on this con-
cept, we introduce GaussianFusion_ATI, a modular self-
supervised pipeline that integrates RGB, thermal, and LiDAR
data, extracts self-supervised embeddings, performs latent-
space segmentation, and renders continuous views through
anisotropic Gaussian splats. Recent point-cloud backbones
have also emphasized efficient and scalable 3D segmentation,
including WaffleIron, which relies on point token mixing with
dense 2D convolutions, and Point Transformer V3 (PTv3),
which adopts a serialized transformer design with improved
speed, memory efficiency, and receptive field [11]], [12].

From a geoscience and remote sensing perspective,
GaussianFusion_ATI unifies UAV RGB, thermal, and Li-
DAR data for label-efficient differentiation of built-up areas,
vegetation, and thermally anomalous structures, while pre-
serving interpretable spatial and thermal gradients through
continuous 3D Gaussian splats. The contributions of this work
are threefold. First, we present a modular self-supervised
pipeline that fuses UAV RGB, thermal, and LiDAR data
into a continuous 3D Gaussian splat representation. Second,
we propose a latent encoding and clustering strategy for
heterogeneous urban point clouds, showing robustness across
random seeds and datasets. Third, we validate the pipeline
through quantitative and qualitative experiments on complex
urban sites and a public USGS benchmark, obtaining inter-
pretable segmentations that confirm feasibility under minimal
supervision.

A distinctive aspect of this study is the end-to-end integra-
tion of UAV-based RGB, thermal, and LiDAR sensing into
a single self-supervised pipeline for urban 3D reconstruc-
tion and segmentation. Section |[I] presents the mathematical
foundations, including reconstruction, multisensor registration,
radiometric interpolation, latent encoding, and Gaussian-based
splatting. Section describes the datasets, implementation
details, and experimental protocol, followed by quantitative
and qualitative results, including robustness analyses and an
ablation study. Section [[V| concludes the paper with the main
findings, limitations, and future directions.
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II. MATHEMATICAL FOUNDATIONS AND PIPELINE

The pipeline is organized into five principal modules: multi-
view reconstruction, multisensor registration, radiometric in-
terpolation, latent encoding with clustering, and Gaussian-
based splatting for visualization.

A. Multi-view projection and dense reconstruction

A 3D scene point X = (X,Y,Z)" (homogeneous X =
[X Y Z 1]7) is projected to image coordinates through the
pinhole model:

sl v 1" =KR|t[X Y Zz 1], O

where K € R3*® is the intrinsic matrix, R € SO(3)
and t € R? are extrinsics, and s > 0 denotes projective
depth. Dense MVS produces per-image depth maps d(u,v),
which are backprojected using (1)) to form image-derived point
clouds. These are jointly refined through bundle adjustment
[13]].

B. Multisensor rigid registration

Image-derived points P = {p, }, are aligned with LIDAR
points Q = {q, }, by estimating a rigid transform (R,, t) that
minimizes residuals in the point-to-point ICP formulation:

i o — (Rpi +t)|%, 2
Resggﬁ{teng\lq @ — (Rpi +t)]| )

where 7 (i) denotes correspondence mapping (nearest neighbor
or robust match) and 7 is the index set of reliable pairs.
Registration employs ICP with robust weighting [|14].

C. Radiometric interpolation

Spectral and thermal attributes are propagated across the
integrated geometry using Gaussian-weighted interpolation.
For a query location p € R3,

SF L exp(—[lp - pil2/(202)) £
SF_Lexp(— [lp — pil2/(202))

where {p;}¥_, are nearest neighbors with attributes f; (RGB
or thermal radiance), and ¢ > 0 is the kernel bandwidth.
A spatially adaptive o and optional confidence weights c; €
(0,1] are used to account for view quality and radiometric
noise [5].

f(p) = ; 3)

D. Latent encoding and label-efficient segmentation

Each integrated point p;, enriched with radiometric at-
tributes, is converted into a normalized multimodal descriptor
and mapped to a latent representation z; = fp(p;) € R1%®
through a hybrid encoder. Instead of relying on a single
backbone, the pipeline processes each descriptor in parallel
with PointNet++ [15], DGCNN [16], and Point-MAE [7],
whose outputs are concatenated and fused by a multilayer
perceptron:

2 = fo(ps) = MLP (Concat [PointNet + +(p;),
“4)
DGCNN(p;), Point-MAE(pi)D

The three encoders were selected for their complementary
roles: PointNet++ captures hierarchical local geometry through
multiscale neighborhoods, DGCNN models adaptive topology
and local discontinuities, and Point-MAE provides contextual
self-supervised features robust to irregular sampling and partial
observations. In our multimodal urban setting, their combina-
tion yielded a more stable latent space for structural clustering
than any single encoder alone. For comparative benchmarking,
we also included recent point-cloud segmentation backbones
outside the hybrid branch, notably WaffleIron and Point Trans-
former V3 (PTv3), as efficient and scalable baselines for large-
scale 3D perception [11]], [12].

Training follows self-supervised objectives, including
masked autoencoding [[7]], [17]], on multimodal patches. Label-
efficient segmentation is then obtained by k-means in the latent
space:

N

i 2
ooz = pl (%)

min
{Hj f:1 i=1
with optional refinement via graph-smoothness priors and

density-based clustering (HDBSCAN). UMAP [18] is used to
visualize latent manifolds and assess cluster coherence.

E. Gaussian-based splatting for continuous rendering

The final stage of the pipeline adopts Gaussian-based
splatting as the rendering primitive. Each integrated point is
represented as an anisotropic Gaussian distribution:

Gi(x) = asexp( = §x = ) "B = p)). (6)

where p,; is the 3D center, ¥; encodes anisotropy and ori-
entation, and «; is an opacity weight. Rendering follows
standard 3D Gaussian splatting formulations [10], enabling
direct rasterization into camera views without explicit meshing
and preserving radiometric attributes.

FE. Computational Pipeline Overview

Figure [I] summarizes the consolidated pipeline of the
GaussianFusion_AT architecture, highlighting the stages
implemented and validated in this study. The workflow inte-
grates multimodal data acquisition, geometric reconstruction,
sensor integration, deep embedding extraction, Self-supervised
/ Label-efficient clustering, dimensionality reduction, and ren-
dering.

III. EXPERIMENTS AND RESULTS

The GaussianFusion_AT pipeline was evaluated on
two urban datasets from Rio de Janeiro, Gloria and Quinta
da Boa Vista, which provide distinct morphological, spectral,
and structural conditions for assessing multimodal reconstruc-
tion, label-efficient segmentation, and continuous visualiza-
tion. For transparency and reproducibility, the full imple-
mentation is publicly available at https://gitlab.com/tjmb_ime/
GaussianFusion_Al
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Fig. 1. Methodological flow of the GaussianFusion_AT architecture.

A. Multimodal Integration and Reconstructed Geometry

For the Gloria dataset, which lacks LiDAR, RGB—thermal
integration was projected onto the SfM mesh. This preserved
both texture and geometry, even in areas with limited illumina-
tion. Figure [2] shows the integrated cloud alongside a detailed
fragment of the scene. In contrast, the Quinta da Boa Vista

Fig. 2. RGB-thermal integration in the Gloria dataset. Left column: overall
view of the scene. Right column: detailed fragment.

dataset posed greater challenges due to its extensive vegetation
and spatial complexity. Figure [3| displays the sensor-based
reconstructions and the full multimodal integration enriched
with thermal and volumetric attributes. Mean 3D distances
to the LiDAR reference stayed below 0.6 m, indicating sub-
metric fidelity. LiDAR-bearing combinations gave the best
geometric accuracy, while thermal data mainly improved ra-
diometric continuity and interpretability, especially in shaded
and complex regions, without major distortion.

B. Segmentations and Latent Patterns

Latent vector encodings derived from the Gloria dataset
using the hybrid pipeline (PointNet++, DGCNN, Point-MAE)
revealed coherent latent structures, even with minimal su-
pervision. Nonlinear dimensionality reduction was applied
for diagnostic exploration of the latent space. Figure |4 il-
lustrates continuous visualization via Gaussian splatting and

Fig. 3. Reconstructed point clouds in Quinta da Boa Vista for different
modalities: (a) RGB, (b) RGB detail, (c) thermal, (d) thermal detail, (e)
LiDAR, (f) LiDAR detail, (g) RGB—thermal-LiDAR integration, and (h) detail
of the RGB-thermal-LiDAR integration.

the corresponding label-efficient segmentation, highlighting
the interpretability of latent clusters in relation to structural
and thermal features. Figure [5] shows the three-dimensional

Fig. 4. Gloria dataset outputs with local zoom insets: (a) Gaussian-splat
visualization and (b) k-means label-efficient segmentation in latent space.
Red boxes/arrows indicate the enlarged region, highlighting local cluster
separation.

UMAP projection of embeddings from the RGB—thermal inte-
gration cloud. The emergence of connector arms and elongated
subspaces suggests latent transitions across surfaces such as
staircases, vegetation, and vertical facades.

C. Robustness Across Multiple Seeds

Robustness was assessed across four random seeds (42, 123,
2025, and 2026) using normalized coordinates with RGB and
thermal attributes, farthest point sampling (ratio 0.001), and
k=16 neighbors. For both the hybrid architecture and Point-
BERT, embeddings were projected with UMAP and clustered
with HDBSCAN. Table [I| summarizes the Silhouette Score,
Davies—Bouldin (DB) Index, clustering time, and projection
time for all seeds.



JOURNAL OF KTEX CLASS FILES, VOL. 13, NO. 9, NOVEMBER 2025

Fig. 5. UMAP 3D projection of latent embeddings in the Gloria dataset.
Colors indicate thermal gradients and structural transitions.

TABLE I

ROBUSTNESS ACROSS RANDOM SEEDS (HDBSCAN AFTER UMAP)
Seed Model Silhouette DB Index Cluster T (s) Proj. T (s)
42 Hybrid 0.3429 1.5432 0.7397 41.0927
42 PointBERT 0.3485 1.5621 0.7072 37.9029
123 Hybrid 0.3404 1.5726 0.8083 40.7962
123 PointBERT 0.3437 1.4847 0.7296 41.3377
2025 Hybrid 0.3444 1.5783 0.7834 42.1442
2025  PointBERT 0.3292 1.6396 0.7954 41.6211
2026 Hybrid 0.4504 0.4466 120.7163 67.0760
2026  PointBERT 0.4391 0.4595 133.0419 51.7727

Across seeds 42, 123, and 2025, both models showed stable
clustering behavior. However, seed 2026 produced noticeably
different scores and runtimes for both architectures, indicating
some sensitivity of the UMAP+HDBSCAN pipeline to initial-
ization. Even so, the hybrid model remained slightly superior
to PointBERT in Silhouette and DB Index under seed 2026.

TABLE I
COMPARISON OF WAFFLEIRON, POINTTRANSFORMERV 3, POINTBERT
AND HYBRID (OURS) UNDER SEEDS 42, 123, 2025 AND 2026.

Model Seed Acc F1 mloU Loss Time (m)
WaffleIron 42 0.0048 0.0012 0.0006 0.2885 11.4
PTV3 42 0.9519 0.9517 0.9079 0.1123 176.1
PointBERT 42 0.5326 0.3475 0.2663 0.6928 34.0
Hybrid (Ours) 42 0.9639 0.9635 0.9295 0.3142 108.9
WalffleIron 123 0.0046 0.0012 0.0006 0.3225 9.9
PTV3 123 0.9393 0.9391 0.8852 0.1385 179.9
PointBERT 123 0.5183 0.3413 0.2591 0.6927 34.2
Hybrid (Ours) 123 0.9489 0.9489 0.9028 0.2710 109.3
WaffleIron 2025  0.0003  0.00002  0.00001 0.3648 20.3
PTV3 2025  0.9600 0.9599 0.9228 0.0922 142.9
PointBERT 2025  0.5251 0.3443 0.2625 0.6922 33.9
Hybrid (Ours) 2025  0.9244 0.9240 0.8587 0.2707 120.0
WalffleIron 2026  0.0003  0.00002  0.00001  0.3343 21.9
PTV3 2026  0.9521 0.9520 0.9084 0.1114 152.9
PointBERT 2026 0.5077 0.3367 0.2539 0.6933 34.5
Hybrid (Ours) 2026  0.9489 0.9489 0.9028 0.2710 109.3

Table [lI| demonstrates that the Hybrid encoder consistently
achieved the best Acc, F1, and mloU across all four seeds (42,
123, 2025, and 2026). PTv3 was the strongest baseline, but
at a much higher runtime, whereas PointBERT showed inter-
mediate performance. In contrast, Wafflelron underperforms,
yielding near-zero mloU values. This behavior is explained by
the incompatibility between its dense 2D convolutional token
mixing and the irregular point-cloud distribution, which led to
unstable training. All models used the same setup: 64 points

per sample, batch sizes of 4/2 for training/testing, 3 epochs, a
learning rate of 0.001, and binary classification.

D. Spatial Interpretation of Latent Projections

Beyond global metrics, spatial analysis of latent projections
was carried out to assess whether embeddings generated by
each architecture retain physically meaningful relationships.
UMAP, a nonlinear dimensionality reduction method widely
adopted for visualizing high-dimensional data [18]], was used
to generate projections. Each point in the embedding space
was colored by elevation (Z), RGB intensity, and thermal
gradients, allowing latent continuity to be compared with
real-world attributes. Figure [6] shows the latent space derived
from the hybrid architecture. Clusters appear compact with
smooth transitions, clearly aligned to topographic and thermal
features. The UMAP projection reveals elongated manifolds
corresponding to architectural surfaces and vegetated areas,
suggesting that the hybrid encoder effectively captures both
geometric and radiometric structure. In contrast, Figure

Fig. 6. UMAP 3D projections of hybrid architecture embeddings, colored by
attributes: neutral, elevation (Z), R, G, B, and temperature.

depicts the latent projections generated by PointBERT. Al-
though capable of capturing long-range semantic relationships,
these embeddings show greater dispersion and reduced local
cohesion. The UMAP projection reveals fragmented manifolds
with weaker alignment to elevation and temperature, limiting
compatibility with density-based clustering algorithms such as
HDBSCAN.

E. Ablation Study and Architectural Justification

Table compares PointNet++, DGCNN, PointMAE, and
the proposed Hybrid encoder across multiple seeds. Point-
Net++ and PointMAE produced lower accuracy, F1, and mloU
with higher losses, while DGCNN was the strongest single
encoder, achieving high accuracy and F1 with low runtime.
The Hybrid encoder matched or exceeded DGCNN in most
settings, reduced loss, and delivered more stable, balanced
performance, despite added runtime from combining three
encoders. These results indicate that graph-based encoding,
nonlinear compression, and neighborhood-aware tokenization
improve clustering quality and latent cohesion. Validation on
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Fig. 7. UMAP 3D projections of PointBERT embeddings, colored by
attributes: neutral, elevation (Z), R, G, B, and temperature.

the USGS Darby dataset [[19]] further showed advantages over
PointBERT, with compact HDBSCAN clusters, stronger seed
stability, near-real-time runtime, and preserved spatial-thermal
gradients for interpretable segmentation.

TABLE III
COMPARISON OF POINTNET++, DGCNN, POINTMAE AND HYBRID
(OURS) UNDER MULTIPLE SEEDS.

Model Seed Acc F1 mloU Loss Time (m)
PointNet++ 42 0.6842  0.5250  0.1349  0.9701 0.04
DGCNN 42 0.8421 0.8081 0.2286  0.6758 0.12
PointMAE 42 0.7895  0.7564  0.2056  0.7786 0.48
Hybrid (Ours) 42 0.8421  0.8246  0.2351  0.4231 0.61
PointNet++ 123 0.7368  0.5622  0.1481 0.8317 0.03
DGCNN 123 0.8421 0.8081 0.2286  0.6903 0.12
PointMAE 123 0.7368  0.6360  0.1653  0.7837 0.44
Hybrid (Ours) 123 0.9474  0.9360 0.2937 0.4185 0.60
PointNet++ 2025 0.7368  0.5622  0.1481 1.1720 0.03
DGCNN 2025 09474 09415  0.2967  0.3254 0.12
PointMAE 2025  0.6842  0.4062  0.1140 1.3702 0.47
Hybrid (Ours) 2025 09474  0.9360  0.2937  0.3047 0.59
PointNet++ 2026 0.7368  0.5622  0.1481 0.7739 0.03
DGCNN 2026 0.9474 09415  0.2967  0.6400 0.12
PointMAE 2026  0.6842  0.4062  0.1140 1.7117 0.46
Hybrid (Ours) 2026  0.8947  0.8643  0.2556  0.3453 0.61

IV. CONCLUSION

This paper introduced GaussianFusion_ATI, a label-
efficient pipeline for multimodal 3D urban reconstruction from
RPAS data, integrating RGB imagery, thermal information,
and LiDAR when available. The method combines photogram-
metry, sensor alignment, Gaussian-weighted radiometric inter-
polation, self-supervised feature encoding, and Gaussian-based
splatting to generate continuous 3D representations enriched
with spectral and thermal attributes. Experiments on Gloria
and Quinta da Boa Vista showed consistent and interpretable
segmentations under complex urban conditions, with runtime
compatible with near-real-time use on commodity hardware
and integration with open-source tools for interactive ex-
ploration. Validation on the USGS Darby dataset [19] fur-
ther demonstrated cross-domain generalization, outperform-
ing PointBERT in clustering quality, latent consistency, and
efficiency. These results indicate that the hybrid encoder
improves density-aware clustering while preserving spatial—
thermal patterns. Despite limited proprietary scenes, consistent

performance across local and external datasets suggests that
GaussianFusion_AT generalizes beyond a specific acqui-
sition setting. Overall, the framework provides a promising
self-supervised approach for multimodal 3D urban analysis,
supporting applications in heat monitoring, rooftop inspection,
and infrastructure assessment.
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